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Creating accurate input decks for computational fire simulations is a time-intensive, error-prone bottleneck in 
performance-based design. To address this, a reliability-based natural-language interface was developed to generate 
CFAST input decks using a local large language model combined with retrieval-augmented generation, automated 
validation, and semantic correction. Evaluation across 150 diverse, held-out prompts demonstrates an end-to-end system 
reliability of 67.2% (95% CI: 62.1%–72.3%). Performance exhibited a strong inverse relationship with scenario 
complexity, achieving 76.5% reliability in simple one- to two-room cases, compared with 48.8% in multi-floor, device-
heavy configurations. System uncertainty was formally decomposed into syntax uncertainty (21.9% invalid JSON 
generation), executability failures, and semantic uncertainty (10.3% prompt mismatches among executable decks). A 
failure mode and effects analysis identified the dominant error sources as context truncation, missing compartments, and 
vent connectivity issues. Based on these quantified failure boundaries, a tiered deployment policy is proposed that maps 
scenario complexity to required levels of human review. Ultimately, this local, offline architecture ensures privacy and 
provides a verifiable framework for adopting generative AI in safety-critical engineering applications. 

Keywords: Fire safety simulation, reliability engineering, natural language interface, local large language model, CFAST. 

 
 
1 Introduction 

Performance-based fire safety engineering relies heavily on computational simulations to assess fire and smoke spread, 
tenability, and evacuation conditions (Gomez et al., 2020; Rianto et al., 2025). The Consolidated Model of Fire and 
Smoke Transport (CFAST), developed by the National Institute of Standards and Technology (NIST), is a widely used 
zone model whose simulations typically require only tens of seconds of CPU time on standard workstations (Peacock 
et al., 2013, 2015). CFAST is therefore well-suited to reliability and risk studies that require the evaluation of many 
scenarios. However, creating correct CFAST input decks remains a major bottleneck. Manual input generation often 
takes two to four hours per scenario, requires specialised expertise, and is prone to human error, with an estimated 
error rate of approximately 15% (Zafar & Chun, 2025). Errors in geometry, connectivity, or fire specification propagate 
directly into simulation results and can compromise risk assessments. 
The broader civil engineering sector has rapidly adopted artificial intelligence to automate complex analytical tasks. 
Recent implementations include generating building layouts (Jiang et al., 2023; Ko et al., 2023; Wang et al., 2023), 
optimising structural designs (Fei et al., 2022; Guo et al., 2024; Liao et al., 2021), predicting bridge deterioration(In-
adomi & Chun, 2025), and assessing infrastructure damage and landslides (Areerob et al., 2025; Chun & Kikuta, 2024; 
Hattori et al., 2024; Yamane et al., 2024; Yamashita et al., 2025). Furthermore, large language models (LLMs) now 
allow engineers to interface with software using plain-text instructions (Brown, et al., 2020; Rozière et al., 2024). This 
approach has successfully automated finite element workflows via structured compilation (Maharjan & Chun, 2026), 
materials science tools (Liu & Li, 2024; Qi et al., 2025), and CFD fire modelling (Xu et al., 2024). Nevertheless, 
standard fine-tuning alone is insufficient to guarantee reliability in rigid computational environments (Hong et al., 
2023; Zhang et al., 2025). LLMs frequently produce syntactically valid code that misinterprets the user's intent, mean-
ing strict risk control is required before deploying these tools in safety-critical applications. 
In this study, natural-language-to-CFAST automation is framed as a reliability problem rather than a purely generative 
task. The input pipeline is treated as a sequence of correctness levels, end-to-end reliability is quantified using confi-
dence intervals, and a risk-based deployment policy is derived. This research builds on prior work by (Zafar & Chun, 
2025), which demonstrated a local LLM pipeline for CFAST authoring. It extends that foundation by introducing a 
reliability framework and quantitative analysis. 
 
2 Reliability framework and system overview 

This section presents the system architecture with emphasis on reliability-focused design decisions and validation lay-
ers that ensure robust performance. While our previous work Zafar and Chun (2025) established the working pipeline 
concept and demonstrated technical feasibility, this study introduces a critical innovation: a comprehensive prompt-
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validation system that addresses the fundamental limitation of fine-tuning in ensuring exact prompt-following. This 
section focuses on the prompt validation system as a key reliability component, along with other architectural choices 
that directly impact system reliability and the methodology for quantifying uncertainty. 
 
2.1  Correctness ladder and reliability definition 

Five correctness levels are defined for the NL→CFAST pipeline: 
• L0 (Valid JSON): The output is parsed as syntactically valid JSON. 
• L1 (Schema-valid FireIR): The valid JSON conforms to the FireIR schema, with all required blocks present and 

all field types correctly specified. 
• L2 (CFAST executable): The resulting CFAST deck runs without errors and produces output files. 
• L3 (Prompt/intent fidelity): The deck semantics match the user requirements, including rooms, devices, vents, 

fires, and control logic. 
• L4 (Physics agreement): The simulation outputs agree with experimental targets, such as TN1299, within repeat-

ability bands; this level is treated in the companion journal study. 
 
System reliability is defined as the probability that a prompt yields a runnable and prompt-compliant deck without 
manual editing: 
 
𝑅 = 𝑃(𝐿2 ∩ 𝐿3)																																																																																																																																																																												(1)  
 
In this study, reliability is decomposed into multiplicative components: 
 
𝑅 = 𝑅,-./01 ∗ 	𝑅3134 ∗ 	𝑅,350./64																																																																																																																																														(2)    
 
where: 

• 𝑅,-./01 = 𝑃(𝐿0), representing the valid JSON rate; 
• 𝑅3134 = 𝑃(𝐿2	|	𝐿0), representing the probability of obtaining an executable deck given valid JSON, after 

validator repair; 
• 𝑅,350./64 = 𝑃(𝐿3	|	𝐿2), representing the probability of prompt fidelity given an executable deck. 

 
This decomposition does not enforce an exact identity with the measured R, since the terms are estimated on different 
filtered subsets. However, it provides an interpretable breakdown of where reliability is lost. 
 
2.2 System architecture (reliability view) 
 
Figure 1 summarises the pipeline. A natural-language prompt is routed either to a retrieval-augmented generation 
(RAG) pathway or to an LLM-based generation pathway. 
RAG pathway: A case library supported by vector search (FAISS and sentence embeddings) retrieves exact CFAST 
decks for known experimental and benchmark cases. For known-case queries covered by the case library and variant 
mapping, this pathway achieved 100% reliability in the present evaluation. 
LLM pathway: A fine-tuned Qwen2-7B-Instruct model, trained on 2,281 FireIR–CFAST examples, generates candi-
date JSON, which is subsequently processed by a deterministic prompt validator and a FireIR→CFAST compiler. 
 

 
Figure 1. System pipeline with reliability ladder (L0–L4). The router sends prompts either to a 100% reliable RAG path (for 

known cases) or to the LLM path (JSON → Validator/Repair → CFAST deck). Both paths converge to a CFAST deck and an 
optional simulation run.  

On the LLM pathway, the key reliability mechanisms are as follows: Syntax layer (L0): JSON repair and schema 
validation increase the valid JSON rate from 42.7% in naïve outputs to 78.1%; Executability layer (L2): Deterministic 
checks ensure that FireIR can be converted into a runnable CFAST deck, yielding 94.5% executability among valid 
JSON outputs; Semantic layer (L3): The prompt validator inspects and repairs geometry, connections, devices, and 
fires, thereby improving prompt compliance from 77.9% to 86.0% among executable decks. 
For the 150-prompt test set, the measured end-to-end reliability is R = 67.2\%, with a 95% bootstrap confidence interval 
of [62.1\%, 72.3\%]. 

User  
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3 Reliability results  

3.1 Reliability by scenario complexity 
To evaluate the pipeline's robustness, a test set of 150 natural-language prompts was constructed and stratified into 
simple (30 prompts), medium (60 prompts), and complex (60 prompts) scenarios. As shown in Figure 2, the end-to-
end system reliability R=P(L2∩L3) demonstrates a strong inverse relationship with geometric and functional com-
plexity. 
• Simple (one to two rooms): 76.5% reliability, 95% CI [68.2%, 84.8%] 
• Medium (two to three rooms): 67.1% reliability, 95% CI [60.3%, 73.9%] 
• Complex (multi-floor, devices): 48.8% reliability, 95% CI [40.1%, 57.5%] 
The data reveal a 27.7 percentage-point degradation in reliability between the simplest and most complex cases. This 
drop is primarily driven by the increasing difficulty of maintaining strict reference integrity across multiple floors, as 
well as the ambiguity of natural-language descriptions when wiring complex HVAC boundaries and detector arrays. 
This significant performance gap underscores the need for the tiered deployment policy discussed in Section 3.4. 

 
Figure 2. End-to-end reliability by scenario complexity with 95% bootstrap confidence intervals. The 27.7 percentage point 

gap between simple and complex scenarios motivates a tiered deployment policy. 

3.2 Reliability decomposition (L0–L3) 

To isolate the specific vulnerabilities within the generation pipeline, system failures were mapped against the correct-
ness ladder levels. Starting from the initial set of prompts, reliability loss occurs in three distinct stages, as visualised 
in Figure 3: 
• L0 failures (syntax/model uncertainty): The largest drop in reliability occurs at the initial generative stage, where 

21.9% of outputs fail to parse as valid JSON. These errors are primarily driven by context-window truncation in 
complex scenarios or stochastic bracket/quote mismatches inherent to the LLM. 

• L2 failures (executability constraints): Of the syntactically valid outputs, an additional 4.3% (representing 5.5% 
relative to the valid subset) fail to compile into executable CFAST decks. These failures typically stem from severe 
violations of reference integrity that the deterministic validator cannot safely repair. 

• L3 failures (semantic uncertainty): Even among fully executable decks, 10.3% fail to capture the user's original 
intent accurately. These semantic failures manifest as missing rooms, incorrectly wired vents, or misplaced fire 
sources. 

This decomposition demonstrates that while structural and syntactic errors (L0 and L2) can largely be mitigated via 
deterministic auto-repair loops, semantic hallucination (L3) remains the most critical barrier to full automation. 
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Figure 3. Reliability decomposition waterfall. Starting from 100% of prompts, failures accumulate at L0, L2, and L3, leaving 

67.2% end-to-end reliability. 

3.3 Failure-mode Pareto (FMEA-lite) 

 
To systematically understand where the system struggles, a compact failure mode and effects analysis (FMEA) 
was conducted on the generated outputs. Figure 4 presents a Pareto distribution of the dominant generative failure 
modes, along with the mitigation effectiveness of the deterministic validator. The analysis identifies six primary 
error classes: invalid JSON/truncation (21.9%), missing compartments (8.0%), missing devices such as detectors 
or sprinklers (6.0%), vent connectivity errors (5.0%), HRR/table unit mismatches (4.5%), and unsupported control 
criteria (3.5%). Crucially, the deterministic validator is highly effective at auto-correcting specific types of errors. 
For example, it successfully resolves 90% of HRR unit mismatches and 80% of missing compartment errors by 
injecting safe defaults or normalising values. However, complex semantic errors—such as unsupported control 
criteria (only 20% fixed) or context-window truncations (only 50% fixed)—prove resistant to automated repair. 
Overall, the validator successfully mitigates 61.9% of initial failures, leaving a residual risk of 38.1% that requires 
targeted manual review. 

 
Figure 4. Failure-mode Pareto chart and mitigation effectiveness. The validator recovers many syntax and simple semantic 

errors, but complex semantic issues in multi-floor, device-heavy scenarios often require expert intervention. 

 
3.4 Risk-tier decision framework 

Based on the reliability constraints identified in the complexity and failure-mode analyses, a three-tier deployment rule 
is proposed to govern the safe use of the pipeline in fire engineering practice: 
Tier 1 (Simple Scenarios, 76.5% reliable): Standard one- or two-room configurations with basic vent connectivity 
can be approved for direct use with light manual review. 
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Tier 2 (Standard Scenarios, 67.1% reliable): Medium-complexity layouts involving two to three rooms and basic 
device parameters require systematic review to verify reference integrity. 
Tier 3 (Complex Scenarios, 48.8% reliable): Multi-floor configurations with heavy device arrays or event-driven 
control policies must be treated strictly as an automated starting point and require full expert validation. 
For known benchmark cases, such as experimental reconstructions covered by the RAG library, the generation uncer-
tainty is bypassed entirely, achieving 100% reliability. This tiered approach ensures that LLM-assisted authoring ac-
celerates workflow efficiency without compromising the rigorous standards required in safety-critical risk assessments. 
 

 
Figure 5. Risk-based decision framework mapping scenario complexity to recommended review level. Known-case queries 

covered by the RAG library bypass generation uncertainty and achieve 100% reliability for that subset. 

4 Discussion and risk management implications 

The integration of a local LLM with deterministic validation achieves an end-to-end reliability of 67.2% for 
NL→CFAST authoring, reducing scenario-generation time by orders of magnitude. However, this reliability is highly 
scenario-dependent. While simple geometries are handled with high fidelity, complex cases featuring multiple devices 
and floors remain challenging for the current architecture. 
Consequently, the deployment of LLMs in fire engineering must be governed by strict risk management protocols. The 
key implications for practice are: 
Quantified uncertainty: The use of bootstrap confidence intervals provides explicit, defensible reliability bounds, 
moving beyond anecdotal evaluations of generative AI. 
Failure-mode awareness: Because the dominant generative failures are structural (e.g., missing rooms or broken vent 
connectivity), they are easily identifiable and can be systematically checked by trained engineering personnel. 
Tiered deployment: Mapping simple, standard, and complex scenarios to appropriate levels of human oversight en-
sures safety standards are maintained. 
For regulatory or safety-critical applications, this system should function as a reliability-enhancing assistant rather than 
a replacement for expert judgment. Routine benchmark cases should be served directly via RAG to ensure zero-defect 
generation. Conversely, novel and highly complex cases must undergo rigorous expert review, particularly when de-
vice logic or multi-compartment smoke transport drives life-safety outcomes. 
 
5 Conclusions 

 
This study reframes natural-language CFAST input generation as a structured reliability-engineering problem 
rather than a purely generative-AI task. By establishing a discrete correctness ladder (L0–L4) and formally defining 
end-to-end system reliability (R=P(L2∩L3), the pipeline's performance was rigorously quantified across 150 
diverse scenarios. The resulting uncertainty decomposition separated syntax, executability, and semantic errors, 
demonstrating that while deterministic validation effectively neutralises structural coding failures, complex 
semantic interpretation remains the primary constraint. To address this, a risk-tier deployment policy was 
formulated to provide a practical framework for integrating AI into safety-critical workflows based on scenario 
complexity. Ultimately, this framework supports the safe and effective adoption of LLMs in fire safety engineering 
by balancing automation efficiency with necessary human oversight. Broader physics validation of the generated 
CFAST outputs against experimental datasets (L4) and full architectural details of the FireIR compiler are deferred 
to the companion journal manuscript. Together, these parallel studies provide both the technical implementation 
and the reliability boundaries required for modern, AI-assisted fire zone modelling. 

a) Initial simulation b) Final simulation

Heat detector Heat detector Mechanical
ventilation.

Mechanical
ventilation.
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